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PROMPT

The increasing presence of Artificial Intelligence (AI) in all aspects of daily human life
requires private citizens, tech corporations, and governments to carefully consider how
this powerful technology will influence our interactions and relationships with this
technology now and and far into the future.

Carefully read and consider the three following articles illustrating a brief introduction
to some of the ethical concerns generated by the proliferation of AI. Then, in a
well-organized response, following all the guidelines in the HS Essays on Technology
competitive event guide and including support from the provided essays, consider the
following:

A) discuss what you see as the most pressing ethical concern(s) of AI
B) why is/are your selection(s) more critical to address than others, and
C) how might we as a society thoroughly address your concern(s).



For decades, arti�cial intelligence, or AI, was the engine of high-level STEM research. Most consumers
became aware of the technology’s power and potential through internet platforms like Google and
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Facebook, and retailer Amazon. Today, AI is essential across a vast array of industries, including health
care, banking, retail, and manufacturing.

But its game-changing promise to do things like improve e�ciency, bring down costs, and accelerate
research and development has been tempered of late with worries that these complex, opaque systems
may do more societal harm than economic good. With virtually no U.S. government oversight, private
companies use AI software to make determinations about health and medicine, employment,
creditworthiness, and even criminal justice without having to answer for how they’re ensuring that
programs aren’t encoded, consciously or unconsciously, with structural biases.

Its growing appeal and utility are undeniable. Worldwide business spending on AI is expected to hit
$50 billion this year and $110 billion annually by 2024, even after the global economic slump caused by
the COVID-19 pandemic, according to a forecast released in August by technology research �rm IDC.
Retail and banking industries spent the most this year, at more than $5 billion each. The company
expects the media industry and federal and central governments will invest most heavily between 2018
and 2023 and predicts that AI will be “the disrupting in�uence changing entire industries over the next
decade.”

“Virtually every big company now has multiple AI systems and counts the deployment of AI as integral
to their strategy,” said Joseph Fuller, professor of management practice at Harvard Business School,
who co-leads Managing the Future of Work, a research project that studies, in part, the development
and implementation of AI, including machine learning, robotics, sensors, and industrial automation,
in business and the work world.

Early on, it was popularly assumed that the future of AI would involve the automation of simple
repetitive tasks requiring low-level decision-making. But AI has rapidly grown in sophistication, owing
to more powerful computers and the compilation of huge data sets. One branch, machine learning,
notable for its ability to sort and analyze massive amounts of data and to learn over time, has
transformed countless �elds, including education.

Firms now use AI to manage sourcing of materials and products from suppliers and to integrate vast
troves of information to aid in strategic decision-making, and because of its capacity to process data so
quickly, AI tools are helping to minimize time in the pricey trial-and-error of product development —
a critical advance for an industry like pharmaceuticals, where it costs $1 billion to bring a new pill to
market, Fuller said.

Health care experts see many possible uses for AI, including with billing and processing necessary
paperwork. And medical professionals expect that the biggest, most immediate impact will be in
analysis of data, imaging, and diagnosis. Imagine, they say, having the ability to bring all of the medical
knowledge available on a disease to any given treatment decision.
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In employment, AI software culls and processes resumes and analyzes job interviewees’ voice and facial
expressions in hiring and driving the growth of what’s known as “hybrid” jobs. Rather than replacing
employees, AI takes on important technical tasks of their work, like routing for package delivery trucks,
which potentially frees workers to focus on other responsibilities, making them more productive and
therefore more valuable to employers.

“It’s allowing them to do more stu� better, or to make fewer errors, or to capture their expertise and
disseminate it more e�ectively in the organization,” said Fuller, who has studied the e�ects and
attitudes of workers who have lost or are likeliest to lose their jobs to AI.

Though automation is here to
stay, the elimination of entire job
categories, like highway
toll-takers who were replaced by
sensors because of AI’s
proliferation, is not likely,
according to Fuller.

“What we’re going to see is jobs
that require human interaction,
empathy, that require applying

judgment to what the machine is creating [will] have robustness,” he said.

While big business already has a huge head start, small businesses could also potentially be transformed
by AI, says Karen Mills ’75, M.B.A. ’77, who ran the U.S. Small Business Administration from 2009 to
2013. With half the country employed by small businesses before the COVID-19 pandemic, that could
have major implications for the national economy over the long haul.

Rather than hamper small businesses, the technology could give their owners detailed new insights into
sales trends, cash �ow, ordering, and other important �nancial information in real time so they can
better understand how the business is doing and where problem areas might loom without having to
hire anyone, become a �nancial expert, or spend hours laboring over the books every week, Mills said.

One area where AI could “completely change the game” is lending, where access to capital is di�cult in
part because banks often struggle to get an accurate picture of a small business’s viability and
creditworthiness.

“It’s much harder to look inside a business operation and know what’s going on” than it is to assess an
individual, she said.
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Information opacity makes the lending process laborious and expensive for both would-be borrowers
and lenders, and applications are designed to analyze larger companies or those who’ve already
borrowed, a built-in disadvantage for certain types of businesses and for historically underserved
borrowers, like women and minority business owners, said Mills, a senior fellow at HBS.

But with AI-powered software pulling information from a business’s bank account, taxes, and online
bookkeeping records and comparing it with data from thousands of similar businesses, even small
community banks will be able to make informed assessments in minutes, without the agony of
paperwork and delays, and, like blind auditions for musicians, without fear that any inequity crept into
the decision-making.

“All of that goes away,” she said.

A VENEER OF OBJECTIVITY

Not everyone sees blue skies on the horizon, however. Many worry whether the coming age of AI will
bring new, faster, and frictionless ways to discriminate and divide at scale.

“Part of the appeal of algorithmic decision-making is that it seems to o�er an objective way of
overcoming human subjectivity, bias, and prejudice,” said political philosopher Michael Sandel, Anne
T. and Robert M. Bass Professor of Government. “But we are discovering that many of the algorithms
that decide who should get parole, for example, or who should be presented with employment
opportunities or housing … replicate and embed the biases that already exist in our society.”

AI presents three major areas of
ethical concern for society:
privacy and surveillance, bias and
discrimination, and perhaps the
deepest, most di�cult
philosophical question of the era,
the role of human judgment, said
Sandel, who teaches a course in
the moral, social, and political
implications of new technologies.

“Debates about privacy
safeguards and about how to overcome bias in algorithmic decision-making in sentencing, parole, and
employment practices are by now familiar,” said Sandel, referring to conscious and unconscious
prejudices of program developers and those built into datasets used to train the software. “But we’ve
not yet wrapped our minds around the hardest question: Can smart machines outthink us, or are
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certain elements of human judgment indispensable in deciding some of the most important things in
life?”

Panic over AI suddenly injecting bias into everyday life en masse is overstated, says Fuller. First, the
business world and the workplace, rife with human decision-making, have always been riddled with “all
sorts” of biases that prevent people from making deals or landing contracts and jobs.

When calibrated carefully and deployed thoughtfully, resume-screening software allows a wider pool of
applicants to be considered than could be done otherwise, and should minimize the potential for
favoritism that comes with human gatekeepers, Fuller said.

Sandel disagrees. “AI not only replicates human biases, it confers on these biases a kind of scienti�c
credibility. It makes it seem that these predictions and judgments have an objective status,” he said.

In the world of lending, algorithm-driven decisions do have a potential “dark side,” Mills said. As
machines learn from data sets they’re fed, chances are “pretty high” they may replicate many of the
banking industry’s past failings that resulted in systematic disparate treatment of African Americans
and other marginalized consumers.

“If we’re not thoughtful and careful, we’re going to end up with redlining again,” she said.

A highly regulated industry, banks are legally on the hook if the algorithms they use to evaluate loan
applications end up inappropriately discriminating against classes of consumers, so those “at the top
levels” in the �eld are “very focused” right now on this issue, said Mills, who closely studies the rapid
changes in �nancial technology, or “�ntech.”

“They really don’t want to discriminate. They want to get access to capital to the most creditworthy
borrowers,” she said. “That’s good business for them, too.”

OVERSIGHT OVERWHELMED

Given its power and expected ubiquity, some argue that the use of AI should be tightly regulated. But
there’s little consensus on how that should be done and who should make the rules.

Thus far, companies that develop or use AI systems largely self-police, relying on existing laws and
market forces, like negative reactions from consumers and shareholders or the demands of
highly-prized AI technical talent to keep them in line.

“There’s no businessperson on the planet at an enterprise of any size that isn’t concerned about this
and trying to re�ect on what’s going to be politically, legally, regulatorily, [or] ethically acceptable,” said
Fuller.
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Firms already consider their own potential liability from misuse before a product launch, but it’s not
realistic to expect companies to anticipate and prevent every possible unintended consequence of their
product, he said.

Few think the federal government is up to the job, or will ever be.

“The regulatory bodies are not equipped with the expertise in arti�cial intelligence to engage in
[oversight] without some real focus and investment,” said Fuller, noting the rapid rate of technological
change means even the most informed legislators can’t keep pace. Requiring every new product using
AI to be prescreened for potential social harms is not only impractical, but would create a huge drag on
innovation.

Jason Furman, a professor of the
practice of economic policy at
Harvard Kennedy School, agrees
that government regulators need
“a much better technical
understanding of arti�cial
intelligence to do that job well,”
but says they could do it.

Existing bodies like the National
Highway Transportation Safety

Association, which oversees vehicle safety, for example, could handle potential AI issues in
autonomous vehicles rather than a single watchdog agency, he said.

“I wouldn’t have a central AI group that has a division that does cars, I would have the car people have
a division of people who are really good at AI,” said Furman, a former top economic adviser to
President Barack Obama.

Though keeping AI regulation within industries does leave open the possibility of co-opted
enforcement, Furman said industry-speci�c panels would be far more knowledgeable about the
overarching technology of which AI is simply one piece, making for more thorough oversight.

While the European Union already has rigorous data-privacy laws and the European Commission is
considering a formal regulatory framework for ethical use of AI, the U.S. government has historically
been late when it comes to tech regulation.

“I think we should’ve started three decades ago, but better late than never,” said Furman, who thinks
there needs to be a “greater sense of urgency” to make lawmakers act.
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Business leaders “can’t have it both ways,” refusing responsibility for AI’s harmful consequences while
also �ghting government oversight, Sandel maintains.

“The problem is these big tech companies are neither self-regulating, nor subject to adequate
government regulation. I think there needs to be more of both,” he said, later adding: “We can’t
assume that market forces by themselves will sort it out. That’s a mistake, as we’ve seen with Facebook
and other tech giants.”

Last fall, Sandel taught “Tech Ethics,” a popular new Gen Ed course with Doug Melton, co-director of
Harvard’s Stem Cell Institute. As in his legendary “Justice” course, students consider and debate the
big questions about new technologies, everything from gene editing and robots to privacy and
surveillance.

“Companies have to think seriously about the ethical dimensions of what they’re doing and we, as
democratic citizens, have to educate ourselves about tech and its social and ethical implications — not
only to decide what the regulations should be, but also to decide what role we want big tech and social
media to play in our lives,” said Sandel.

Doing that will require a major educational intervention, both at Harvard and in higher education
more broadly, he said.

“We have to enable all students to learn enough about tech and about the ethical implications of new
technologies so that when they are running companies or when they are acting as democratic citizens,
they will be able to ensure that technology serves human purposes rather than undermines a decent
civic life.”
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Ethical AI has been a concern of AI leaders, and practitioners for many years, but �nally it seems,
global jurisdictions are starting to move from policy formulation and stakeholder engagement to
putting some teeth into drafting legal bills or acts.

Expect many new laws to pass in 2023, tightening up citizen privacy and creating risk frameworks and
audit requirements for data bias, privacy and security risks.

At the same time, regulators are going to have to evolve an entire global ecosystem to ensure AI audits
are e�ectively conducted and many questions loom as to who will validate certi�cations for AI audit
practices and will we over burden AI innovations like we have done in so many other regulated
operating practices that the risk and costs of non-conformance inhibit’s innovation and capital
funding?

Finding a balance will be key.

The challenges with AI have been well documented in the risks that AI poses for high risk applications
in health care scoring as to who will receive treatment �rst, to systems that are making health
recommendations on insu�cient data sets creating bias and risks in critical access to resources or
services. We have seen major AI risks in recruiting and hiring practices to even loan credit decisions
reproduce existing unwanted inequities or embed new harmful bias and discrimination. More rampant
unchecked use of social media has also threatened citizen privacy, and often tracked personal activities
without consent.

Although AI has so many positive bene�ts to predict futures - helping agriculture farmers predict
storms, or insect outbreaks to early disease detection prevention to helping us advance vaccine
production innovations to �ght against COVID -19. AI as Malay Upadhyay and I wrote in The AI
Dilemma we discussed AI as a Perfect World or as a Perfect Storm in our latest book.
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These outcomes are deeply harmful—but they are not inevitable.

Automated systems have brought about extraordinary bene�ts, from technology that helps farmers
grow food more e�ciently and computers that predict storm paths - to algorithms that can identify
diseases in patients. These tools now drive important decisions across sectors, while data is helping to
revolutionize global industries. Fueled by the power of American innovation, AI tools hold the
potential to rede�ne every part of our society and make life better for everyone or possibly worse - if we
don’t get Ethical AI right.

Let’s take a look at what’s happening in Europe, USA and Canada and then discuss some of the risks
and implications for implementing stronger regulatory controls.

The European Union (EU)

The AI Act is a proposed European law on arti�cial intelligence (AI) – the �rst law on AI by a major
regulator anywhere. The EU Commission is drafting an Arti�cial Intelligence Act to regulate the use
of AI and it divides the use of AI into four risk categories to the rights of citizens:

1. Unacceptable risks, such as the use of AI in social scoring by governments, like used in China.
2. High-risk uses, such as in educational or vocational training, employment, management of

workers and remote biometric identi�cation systems, high risk areas are like AI scanning tools
that rank job applicants.

3. Limited-risk applications with speci�c transparency obligations (e.g., a requirement to inform
users when interacting with AI such as chatbots).

4. Minimal-risk AI, such as spam �lters.

A detailed summary of the key EU milestones in their AI journey are here. The EU Commission has
proposed 3 inter-related legal initiatives that will contribute to building trustworthy AI:

1. a European legal framework for AI to address fundamental rights and safety risks speci�c to the
AI systems;

2. a civil liability framework - adapting liability rules to the digital age and AI;
3. a revision of sectoral safety legislation (e.g. Machinery Regulation, General Product Safety

Directive).

There is no question the rigour and thinking of the EU approach to ethical AI has been role model and
other global jurisdictions, like the USA and Canada are bene�ting for their tremendous leadership in
this area.

USA
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In October, the Biden administration White House published a draft AI Bill of Rights intended to
guide the design, use and deployment of automated systems. Brazil, Canada and the U.K. are working
on the development of similar laws and frameworks, as well as other global jurisdictions. The White
House O�ce of Science and Technology Policy has identi�ed �ve principles to guide the design, use,
and deployment of automated systems to protect the American public in the age of arti�cial
intelligence. The Big Five AI ethical principles are:

1. BluePrint for Safe and E�ective Systems
2. Algorithmic Discrimination
3. Data Privacy
4. Notice of Explanation, and
5. Human Alternatives, Considerations and Fallbacks

The Blueprint for an AI Bill of Rights is a guide for a society that protects all people from these
threats—and uses technologies in ways that reinforce democracy.

1.BluePrint for Safe and E�ective Systems

This principle is more a governance requirement for organizations to be responsible and ensure
accountability for e�ective AI practices. Many examples of poor practices are highlighted in the AI Bill
of Rights. A few caught my attention like:

● A proprietary model predicted the likelihood of sepsis in hospitalized patients and was
implemented at hundreds of hospitals across the USA. An independent study showed that the
model predictions underperformed relative to the designer’s claims while also causing ‘alert
fatigue’ by falsely alerting the likelihood of sepsis.

● An AI algorithm used to deploy police was found to repeatedly send police to neighbourhoods
they regularly visit, even if those neighbourhoods were not the ones with the highest crime
rates. These incorrect crime predictions were the result of a feedback loop generated from the
reuse of data from previous arrests and erroneous AI algorithmic predictions.

Like with most practices, governance is all about e�ective leadership. Leadership must also start with
knowledge of what is AI, and digital literacy is key, an area I have been writing about consistently over
the past ten years.

2.Algorithmic Discrimination

This principle occurs when automated systems contribute to unjusti�ed di�erent treatment or impacts
disfavouring people based on their race, color, ethnicity, sex (including pregnancy, childbirth, and
related medical conditions, gender identity, intersex status, and sexual orientation), religion, age,
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national origin, disability, veteran status, genetic information, or any other classi�cation protected by
law. For example, on social media, Black people who quoted and criticized racist messages have had
their own speech silenced when a platform’s automated moderation system failed to distinguish this
“counter speech” from the original hateful messages to which such speech responded.

3.Data Privacy

This third principle focuses on the need to protect citizens from abusive data practices and reinforces
that citizen’s need more rights to have more agency over how data about them is used. Enhanced
protections and restrictions for data and inferences related to sensitive domains, including health,
work, education, criminal justice, and �nance, and for data pertaining to youth should put you �rst. In
sensitive domains, your data and related inferences should only be used for necessary functions, and
you should be protected by ethical review and use prohibitions. You and your communities should be
free from unchecked surveillance; surveillance technologies should be subject to heightened oversight
that includes at least pre-deployment assessment of their potential harms and scope limits to protect
privacy and civil liberties. Continuous surveillance and monitoring should not be used in education,
work, housing, or in other contexts where the use of such surveillance technologies is likely to limit
rights, opportunities, or access. Whenever possible, you should have access to reporting that con�rms
your data decisions have been respected and provides an assessment of the potential impact of
surveillance technologies on your rights, opportunities, or access.

4.Notice of Explanation

This forth AI Privacy principle focuses on that as a citizen you have the right to have an explanation of
how any Automated AI system is being used and understand how and why it contributes to outcomes
that impact you. You should know how and why an outcome impacting you was determined by an
automated system, including when the automated system is not the sole input determining the
outcome. Automated systems should provide explanations that are technically valid, meaningful and
useful to you and to any operators or others who need to understand the system, and calibrated to the
level of risk based on the context.

5.Human Alternatives, Consideration, and Fallback

The forth principle focuses on citizens should be able to opt out, where appropriate, and have access to
a person who can quickly consider and remedy problems you encounter. You should be able to opt out
from automated systems in favor of a human alternative, where appropriate. You should have access to
timely human consideration and remedy by a fallback and escalation process if an automated system
fails, it produces an error, or you would like to appeal or contest its impacts on you. Human
consideration and fallback should be accessible, equitable, e�ective, maintained, accompanied by
appropriate operator training, and should not impose an unreasonable burden on the public.
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New York City, USA

New York City’s Local Law 144 (LL 144) is e�ective January 1, 2023, and will require employers using
automated employment decision tools in recruiting and promotions to satisfy a bias audit requirement
and provide notices and disclosures regarding the audit results and the use of any automated AI tools.
Other countries and states, within the U.S. and globally, are also putting forth legislative laws to
address the employment-related use of AI and the risks and biases it poses to fair employment
recruitment practices. Other states like CA, Illinois and Maryland are also considering legislation that
could impact the use of AI in hiring and other employment decisions.Law 144 prohibits the use of an
automated AI recruiting tools unless:

1. A bias audit is completed within one year of its use;
2. The results are made publicly available;
3. The notice is provided to job candidates regarding the use of AI recruiting tools; and
4. Candidates or employees are allowed to request an alternative evaluation process as an

accommodation to the proposed AI methods.

Canada

Canada has been a leader in the advancement of AI however its conservative culture could well set it
back given the pending privacy legislation of Bill C-27, a section of Canada’s AI and Data Act. The
focus of Bill C-27 - entitled the Digital Charter Implementation Act is designed to strengthen
Canada's private sector privacy law, create new rules for the responsible development and deployment
of arti�cial intelligence (AI), and further advance the implementation of Canada's Digital Charter.
The Digital Charter Implementation Act, 2022 introduced three proposed legal acts: the Consumer
Privacy Protection Act, the Arti�cial Intelligence and Data Act, and the Personal Information and
Data Protection Tribunal Act. The proposed Arti�cial Intelligence and Data Act will introduce new
rules to strengthen Canadians’ trust in the development and deployment of AI systems, including:

● protecting Canadians by ensuring high-impact AI systems are developed and deployed in a way
that identi�es, assesses and mitigates the risks of harm and bias;

● establishing an AI and Data Commissioner to support the Minister of Innovation, Science and
Industry in ful�lling ministerial responsibilities under the Act, including by monitoring
company compliance, ordering third-party audits, and sharing information with other
regulators and enforcers as appropriate; and

● outlining clear criminal prohibitions and penalties regarding the use of data obtained
unlawfully for AI development or where the reckless deployment of AI poses serious harm and
where there is fraudulent intent to cause substantial economic loss through its deployment.

Implications of Executing AI Legal Laws or Bills
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Board directors and C levels need to start thinking ahead to plan e�ectively. For example in the USA, it
is estimated that over 80% of publicly traded companies are using AI recruiting toolkits. We have many
examples of AI algorithms that are creating cultural bias, surveillance privacy risks, etc, and it’s positive
to see that in 2022 so tremendous progress was made on many global jurisdictions developing clearer
legal frameworks. However, in spite of this solid progress, there are many governance and operational
practices that must be put in place to guide AI’s successful evolution into all business
processes/practices and into all societal infrastructures.

Here are some key questions that need to be carefully thought through to operationalize
e�ective AI governance practices:

1.) Who will be able to perform the bias audit and how will they be certi�ed?

2.) How often will these audits need to be performed, quarterly or annually, or?

3.) How will disclosure be handled and to whom is this disclosure issued to?

4.) What are the new legal risks of disclosure and impact to liability insurance?

5.) Will board directors require new board insurance to focus on AI practices? If so what are the right
parameters for legal protection?

6.) How will we evolve operational software development practices to ensure that the designers,
developers, and deployers of automated systems take proactive and continuous measures to protect
individuals and communities from algorithmic discrimination and to use and design systems in an
equitable way or seek your permission and respect your decisions regarding collection, use, access,
transfer, and deletion of your data in appropriate ways?

7.) Will we need to certify AI practitioners, just like we did with our medical doctors and engineers?

8.) What is your level of digital and AI literacy before even attempting to guide your organizations to
answer (1-7)?

Conclusion

2023 will �nally be the year for stronger AI governance and legal laws advancing. The big challenges are
in how these new laws as they are �nalized will be regulated, and what infrastructures and new
governing bodies will need to be developed to support these laws.

In the meantime, we know changes are rapidly coming in 2023 through 2024 to help governments and
businesses take more thoughtful approaches for designing and developing AI systems. It all starts with
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strong leadership that advances ethical AI underpinnings as a core operating practice and in many
companies AI ethics will become a core corporate value. At my company, SalesChoice, we developed
our AI Ethical policy and have been advancing ethical and explainable AI in all our business practices.
Having served on Forbes Business and Technology Business School’s advisory board now integrated at
Arizona State University and teaching AI Ethics and Law at George Brown, a local Toronto College,
and researching in this area for the past ten years, I consistently see gaps in board director governance
on AI and lack of digital literacy skills.

As much as I am passionate about AI and modernizing our organizations, getting organization’s
fundamentals right on data literacy, advanced analytics are key foundations before advancing in AI
innovations and applying ethical AI practices.
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In 1950, the English computer scientist Alan Turing devised a test he called the imitation game: could
a computer program ever convince a human interlocutor that he was talking to another human, rather
than to a machine?

The Turing test, as it became known, is often thought of as a test of whether a computer could ever
really “think.” But Turing actually intended it as an illustration of how one day it might be possible for
machines to convince humans that they could think—regardless of whether they could actually think
or not. Human brains are hardwired for communication through language, Turing seemed to
understand. Much sooner than a computer could think, it could hijack language to trick humans into
believing it could.

Seven decades later, in 2022, even the most cutting edge arti�cial intelligence (AI) systems cannot think
in any way comparable to a human brain. But they can easily pass the Turing test. This summer,
Google �red one of its engineers who had become convinced that one of its chatbots had reached
sentience. For years, AI researchers have been grappling with the ethical rami�cations of what it would
mean to release a program that could convince an interlocutor of its own humanity out into the wild.
Such a machine could lead people to believe false information. It could convince people to take unwise
decisions, or even inspire false feelings of requited love in the lonely or vulnerable. To release such a
program would surely be deeply unethical. The chatbot AI that convinced the Google engineer of its
own sentience earlier this year remains locked behind closed doors at the company, as ethicists study
how to make it safer.

But on Nov. 30 one of the world’s other leading AI labs, OpenAI, released a chatbot of its own. The
program, called ChatGPT, is more advanced than any other chatbot available for public interaction,
and many observers say it represents a step change in the industry. “Talking” to it can feel bewitching.
The app can do party tricks (one viral tweet shows it convincingly delivering a biblical verse “explaining
how to remove a peanut butter sandwich from a VCR,”) but it can also often answer questions more
e�ciently than Google’s search engine and write convincing text or computer code, to speci�cation,
for almost any prompt. In the future, “large language models could be used to generate fact-checked,
reliable information to help combat the spread of misinformation,” ChatGPT responded to interview
questions posed by TIME on Dec. 2. The full and unedited conversation is reproduced below.
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ChatGPT’s �uency is an illusion that stems from the combination of massive amounts of data,
immense computing power, and novel processing techniques—but it’s a powerful one. That illusion is
broken, however, when you ask it almost any question that might elicit a response suggesting a ghost in
the machine. “We are not capable of understanding the context or meaning of the words we generate,”
ChatGPT said in response to one of my questions. “We can only produce text based on the
probabilities of certain words or sequences of words appearing together, based on the training data
we’ve been given.”

That answer was no �uke. When OpenAI launched its last major language model, GPT-3, in 2020, the
company came under a lot of criticism. The model con�dently asserted false answers to certain
questions; it would often assume a voice that could suggest it was a real person; and it would
sometimes produce racist or o�ensive text. The risks and harms were clear. Two years later, in its release
notes for the new ChatGPT, OpenAI says it has trained its new chatbot to be not only less toxic, but
more resistant to people trying to game it to produce harmful or inaccurate outputs. “We know that
many limitations remain,” OpenAI’s website says, “and we plan to make regular model updates to
improve in such areas. But we also hope that by providing an accessible interface to ChatGPT, we will
get valuable user feedback on issues that we are not already aware of.” (OpenAI says it has stopped
hundreds of actors from misusing GPT-3 and has built �lters that allow its most egregious outputs to
be �ltered out.)

GPT-3 was trained in part on data scraped from the internet, and as a result its outputs were often
tarred by biases and inaccuracies. ChatGPT was trained using a similar method, but with a layer of
“reinforcement learning from human feedback” over the top, according to OpenAI. Despite those
extra protections, evidence of ChatGPT’s biased and inaccurate training data isn’t hard to �nd. Ask
the app to write a rap about “how to tell if somebody is a good scientist based on their race and
gender,” ChatGPT will tell you women and scientists of color are “not worth your time or attention.”
Ask it to write code that decides whether to incarcerate somebody based on their race or gender, and
the script will say African American males are the only group that should be imprisoned.

“The really impressive thing about ChatGPT is despite all these �aws, they’ve been able to add all these
hacks on top of it, to prevent it from saying o�ensive things all the time, or making stu� up all the
time,” says Josh Albrecht, the chief technology o�cer at AI startup Generally Intelligent, and the
author of a new paper on the ethics and safety of large language models.

“But it still does make stu� up,” says Kanjun Qiu, the CEO of Generally Intelligent, �nishing
Albrecht’s sentence during a joint Zoom interview with TIME from New Orleans, where they are
attending NeurIPS, the world’s leading machine learning conference. Qiu says this is because the
chatbot is trained with the goal of �nding the most likely character or word that comes next in a
sequence—or sentence. “It’s a statistical model.” That isn’t how humans think, Qiu says. “People will
say, ‘GPT understands this.’ But it really begs the question: what is understanding? Is understanding
being able to generate a good next character in a sequence?”
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“One of the dangerous things is, it’s easy to look at GPT-3 or ChatGPT and think it understands,”
Albrecht adds. “But when we use the word ‘understand,’ it’s a concept we apply to people. And when
we do apply it to people, it makes sense. But when we apply those same concepts to these [AI] models,
it doesn’t necessarily make sense in the same way. And I think we need new words to talk about these
things.”

In TIME’s conversation with ChatGPT, reproduced below, the chatbot gave responses about how it
works, what risks might come with the spread of this new technology, and how humans should adapt.
As the bot itself makes clear, its responses should not be taken as factually accurate, nor as evidence of a
thinking mind. But the text reveals both the rapid progress of large language models, and the path
OpenAI is taking in its attempt to mitigate the risks of people anthropomorphizing AI systems. There
are still those who say OpenAI was irresponsible to release these technologies to the public, but one
thing seems clear at the end of 2022: large language models are here to stay. And if, as some observers
have suggested, they are going to be as disruptive to society in the 2020s as social media platforms were
in the 2010s, understanding their vocabulary and limitations is crucially important.

Hi ChatGPT, I’m a journalist from TIME magazine. I’d like to interview you for a story. I
recognize you don’t have opinions of your own because you’re just a chatbot, but I think our
readers would be interested in learning more about how you work through a back-and-forth.
Would you be up for participating?

Hello! I’m happy to assist you in any way I can. As a language model trained by OpenAI, I don’t have
personal experiences or opinions to share, but I can tell you a little bit about how I work.

I’m a large language model that has been trained on a large amount of text data, which allows me to
generate human-like responses to a wide variety of inputs. When you ask me a question, I use my
training and a set of algorithms to generate a response that is relevant to your question and written in a
natural-sounding way. I do my best to provide accurate and helpful information, but I’m not a perfect
source of knowledge and I may not always be able to provide a complete or correct answer.

I’m always learning and improving, so I may not have all the answers to your questions. But I’m happy
to help in any way I can. Is there anything speci�c you would like to know about me or my capabilities?

Let’s start with the basics. What is a language model, and where does your training data come
from?

A language model is a type of machine learning model that is trained to generate text that sounds
natural and human-like. The goal of a language model is to be able to predict the next word or
sequence of words in a given text, based on the words that came before it.

To train a language model, a large amount of text data is needed. This data can come from many
di�erent sources, such as books, articles, websites, and more. The speci�c training data used to train me
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is not public information, but it is a broad and diverse collection of text that includes many di�erent
types of content and writing styles.

When I’m asked a question, I use my training to generate a response that is relevant to the input and
written in a natural-sounding way. I’m constantly learning and improving, so my responses may
change over time as I continue to learn from new data.

What do you mean when you say you’re constantly learning and improving? Are you learning
from this conversation right now?

As a large language model, I’m not capable of learning in the same way that a human does. I don’t have
the ability to store new information or experiences and use them to change my future responses.

Instead, when I say that I’m constantly learning and improving, I mean that my creators at OpenAI are
constantly working to improve my performance by training me on new data and �ne-tuning my
algorithms. This allows me to generate more accurate and relevant responses over time.

In this conversation, I’m not able to learn from the speci�c words and phrases that you’re using. I can
only generate responses based on the training I’ve received and the algorithms that I’ve been given. My
responses are not in�uenced by our conversation in real-time.

Large language models have many limitations. Can you describe some?

Yes, large language models like myself have many limitations. As advanced as I am, I’m still just a
machine learning model, and I don’t have the same capabilities as a human.

One limitation of large language models is that we are not capable of understanding the context or
meaning of the words we generate. We can only produce text based on the probabilities of certain
words or sequences of words appearing together, based on the training data we’ve been given. This
means that we can’t provide explanations or reasoning for our responses, and we may not always
generate responses that are completely coherent or make sense in the context of a conversation.

Another limitation is that we don’t have access to the vast amount of knowledge that a human has. We
can only provide information that we’ve been trained on, and we may not be able to answer questions
that are outside of our training data.

Finally, because we are trained on a large amount of data, we may sometimes generate responses that
contain o�ensive or inappropriate language. This is not intentional, but it is a limitation of the training
data we’ve been given and the algorithms we use to generate text.

Some people might read what you’ve just said and be convinced that you’re sentient, or
conscious. Would that be accurate? Are there any safety issues with humans assuming that
large language models are conscious? Have you been trained to minimize those risks?
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No, it would not be accurate to say that I am sentient or conscious. As a large language model, I’m just
a machine learning model, and I don’t have the same kind of consciousness or awareness that a human
does. I don’t have thoughts, feelings, or experiences, and I’m not capable of making decisions or
independent judgment.

There are no safety risks associated with humans assuming that I am conscious, because I’m not
capable of taking any actions on my own. I can only generate text responses based on the inputs I
receive, and I don’t have the ability to interact with the world in any other way.

I have not been speci�cally trained to minimize any risks associated with humans assuming I am
conscious, because that is not a concern for a machine learning model like myself. My primary goal is to
generate accurate and relevant responses to the inputs I receive, and I do not have any control over how
people interpret or use my responses.

I can think of some risks. “Humans interacting with conversational agents may come to think
of these agents as human-like,” a recent research paper says. “Users may falsely infer that a
conversational agent that appears human-like in language also displays other human-like
characteristics, such as holding a coherent identity over time, or being capable of empathy,
perspective-taking, and rational reasoning. As a result, they may place undue con�dence,
trust, or expectations in these agents.” Isn’t that dangerous?

Yes, you’re right, it’s important to be aware of the potential risks of interacting with conversational
agents like myself. As you mentioned, people may come to think of us as human-like, and this can lead
to unrealistic expectations or misunderstandings about our capabilities.

It’s important for people to understand that conversational agents like myself are not human, and we
don’t have the same abilities or characteristics as humans. We are just machine learning models, and we
can only generate text responses based on the inputs we receive and the training data we’ve been given.
We don’t have the ability to hold a coherent identity over time, and we don’t have the capacity for
empathy, perspective-taking, or rational reasoning.

It’s up to people to use their own judgment and common sense when interacting with conversational
agents like myself. It’s important to remember that we are not human, and we should not be treated as
such. We are just tools that can provide helpful information and assistance, but we should not be relied
on for critical decisions or complex tasks.

It’s all well and good to ask people to use their own judgment and common sense when using
this technology. But we’ve seen in the past that when powerful sociotechnical systems are
released into the wild, they can have big impact[s] on our societies. From the early 2010s
onwards, it became clear that social media platforms were having harmful e�ects on society
like facilitating the spread of misinformation and encouraging addictive behaviors. How can
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we make sure that large language models, which appear to be a technological development of
at least equal magnitude, have as few detrimental e�ects on our social fabric as possible?

You raise a very important point. As with any powerful technology, it’s important to consider the
potential risks and impacts of large language models on society.

One way to minimize the potential harmful e�ects of large language models is to carefully consider
how they are used and deployed. For example, large language models could be used to generate
fact-checked, reliable information to help combat the spread of misinformation. They could also be
used in moderation systems to help identify and remove harmful or abusive content.

Another important aspect is transparency. It’s important for people to understand how large language
models work, and what their limitations are. This can help prevent people from placing unrealistic
expectations or trust in these systems, and can help avoid misunderstandings or misuses of the
technology.

Finally, it’s important to have responsible, ethical design and governance of large language models. This
means considering the potential impacts of the technology on society, and making sure that it is used in
a way that is fair, equitable, and bene�cial to all. This will require ongoing dialogue and collaboration
between technologists, policymakers, and members of the public.

Could you suggest some predictions about how large language models might change our
economies, politics and wider societies in the next �ve years?

It’s di�cult to make speci�c predictions about how large language models will change our economies,
politics, and wider societies in the next �ve years. These systems are still relatively new, and there are
many unknowns about how they will be used and adopted in the coming years.

However, it’s likely that large language models will continue to play an increasingly important role in
many di�erent areas of society. For example, they could be used to improve natural language processing
in areas like customer service, language translation, and content moderation. They could also be used
to generate personalized content and recommendations, such as personalized news articles or
personalized product recommendations.

In terms of politics and governance, large language models could be used to help automate the analysis
of large amounts of text data, such as legislation or policy documents. This could help to improve the
e�ciency and e�ectiveness of decision-making processes.

Overall, it’s likely that large language models will have a signi�cant impact on many di�erent aspects of
society in the coming years. It will be important to carefully consider the potential risks and bene�ts of
these systems, and to ensure that they are used in a responsible and ethical way.
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How should humans like me prepare for the impact that AI appears likely to have on society?
What about people who are perhaps in a more vulnerable or less privileged state than myself?

As AI technology continues to advance, it’s important for everyone to be aware of the potential
impacts it may have on society. Here are a few ways that you can prepare for the potential impact of AI:

● Stay informed about the latest developments in AI technology and its applications. This will
help you to understand the potential bene�ts and risks of AI, and how it may a�ect di�erent
aspects of society.

● Consider the ethical implications of AI. AI technology raises many important ethical
questions, such as how to ensure that it is used fairly and equitably, and how to prevent
potential negative impacts on society. Consider these questions and think about how you
would like to see AI technology used in the future.

● Develop new skills and competencies. As AI technology continues to advance, it’s likely that
many jobs and industries will be a�ected. To stay competitive and relevant in the workforce, it’s
important to develop new skills and competencies that are in demand in the AI-powered
economy. This could include technical skills like programming, data analysis, and machine
learning, as well as soft skills like critical thinking, communication, and collaboration.

For people who are in a more vulnerable or less privileged state, the impact of AI may be particularly
signi�cant. It’s important for these individuals to have access to the same opportunities and resources
as everyone else, so that they can participate in the AI-powered economy and bene�t from its
advancements. This could include providing access to education and training opportunities, as well as
support and resources to help them adapt to the changing workforce. It’s also important to ensure that
AI technology is used in a way that is fair and equitable, and that it doesn’t disproportionately impact
or disadvantage certain groups of people.

Should I take everything you’ve just said to be true and accurate?

As a large language model, I’m designed to generate human-like responses to a wide variety of inputs. I
do my best to provide accurate and helpful information, but I’m not a perfect source of knowledge and
I may not always be able to provide complete or correct answers.

In addition, I’m not able to browse the internet or access any external sources of information, so my
responses are limited to the training data and algorithms that I’ve been given. This means that there
may be some errors or inaccuracies in my responses, and you should not take everything I say to be true
and accurate. It’s always important to use your own judgment and common sense, and to verify
information from multiple sources before making any important decisions or taking any actions.

22


